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7 Publishing the data: Coordination Unit CU9 
 
Over its lifetime, Gaia will record a wealth of information for the ~109 sources it will 
observe. Great care must be taken in the storage and presentation of this vast and 
complex dataset if it is to support effectively the wide range of analyses outlined in 
the highlight science case of Section 2.1, as required for the mission as a whole to 
realise its full scientific potential. As discussed in that section, the detailed planning 
for the release of Gaia data is not yet complete, but it seems clear that there will be 
several intermediate data releases ahead of the final release in 2022. (NAW to 
provide more details to add here?)     
 
The responsibility for the preparation of data releases falls to a new Coordination 
Unit, CU9, which has yet to be activated. ESA are expected to release an AO for CU9 
in 2011, but it anticipated that there will be a single response to it, coming from the 
existing DPAC, since external parties will not have the knowledge of the Gaia data 
required to publish it successfully. In the original GDFS proposal in 2005, we flagged 
the importance of the UK taking a leading role in CU9, and explained that we 
anticipated making a supplementary bid for support for this work. In the event, the 
late activation of CU9 means that this request can be included in the current PLS 
proposal, and in this Section we outline the current plans for CU9 and explain why it 
is important for the GDFS consortium to play a leading role within them, both 
because GDFS institutions have more relevant technical expertise than other members 
of DPAC, and because this is the best way of ensuring that the scientific needs of the 
UK community are met. 
 

7.1 The Gaia Catalogue and Archive 
ESA now routinely publishes data from its astronomy missions through archives 
located at ESAC, and Gaia will be no different. Staff at ESAC have developed a 
common archive architecture, which has been applied to mission archives from ISO, 
through XMM-NEWTON and INTEGRAL to Herschel, as well as a number of 
planetary science missions. These are all observatory missions, comprising separate 
pointed observations, so that the functionality that must be delivered centres on the 
selection and extraction of standard data products from pointed observations. Since 
Gaia is a survey mission its requirements, outlined in the Gaia Catalogue and Archive 
Software Requirements and Specification (SRS, O’Mullane et al 2009), are very 
different. While there will be some data product extraction activities (e.g. 
downloading RVS spectra), many of the most important analyses of Gaia data will 
involve sophisticated queries on source parameters in the catalogue (e.g. selecting 
sources in a particular region of the sky with certain colours and kinematic properties) 
or will require specialised tools running on those parameters (e.g. variability 
measurement and characterisation), and many will also require the use of data from 
other archives (e.g. photometry in different passbands), accessed through the Virtual 
Observatory (VO).  All of this, together with the fundamental fact that the natural 
organisation of the data in the Gaia Catalogue1 is by celestial source, rather than by 
“observation”, makes it clear that the Gaia Archive must differ greatly from the 

                                                 
1 The SRS defines the Gaia Catalogue to be collection of information from the mission made publicly 
available, and the Gaia Archive to be the storage and delivery mechanism for that data.  
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standard ESAC archive architecture, and that the bulk of the additional design and 
development work must be contributed by DPAC through CU9: the SRS notes that 
“CU9 should assume that technical support from ESAC will be included in the 
planning. The likely area for this support would be in the back end database…and 
virtual observatory interfaces”, so the main contribution must be in the provision of 
infrastructural support for survey science, which is an area where GDFS groups are 
recognised world leaders. 
 

7.2 Components of CU9  
The SRS decomposes CU9 into nine logical blocks: 

• Ingestor: a mechanism for extracting data from the Gaia Main Database 
(MDB), and ingesting it into the archive system. 

• Storage System: the platform on which the archive is implemented. 
• Interrogation System: the system providing query access to the Catalogue. 
• Advanced Applications: tools giving higher-level analysis functionality (e.g. 

visualisation or cross-matching to other datasets). 
• Documentation: a comprehensive set of information describing the data, its 

processing and the archive functionality. 
• Science Alerts: (near) real-time announcements of events meriting immediate 

follow-up by other facilities.  
• Public Outreach: the public face of Gaia mission to the general public. 
• Help Desk: assistance for archive users, in the form of Frequently Asked 

Questions and staffing of a help desk.  
• Community Interface: the portal through which users (professional and 

general public) access the archive, possibly through several interfaces. 
 

The final decomposition of the archive and catalogue into subsystems (e.g. for the 
purpose of defining development and operations workpackages) may differ 
somewhat, and will be undertaken by the CU9 team, once it is operational, but it is 
clear that the structure listed above covers the basic scope of the system.  

7.3 The UK role in CU9  
The UK role in CU9 should be defined through the application of three principles: (i) 
honouring existing commitments to DPAC; (ii) meeting the requirements of the UK 
user community; and (iii) exploiting unique technical expertise with the GDFS 
institutions.  These principles must be applied within the context of ESA’s existing 
technical and organisational framework. So, for example, since the archive will be 
hosted at ESAC, as will be MDB, its staff will be responsible for the Storage System, 
and probably for the Ingestor, while the size of ESA’s existing publicity machine 
dictates that the UK could only make a minor contribution of content to the Public 
Outreach component and, similarly, while the GDFS team may be called upon to 
supply technical information for the Helpdesk FAQ, it is clear that it will be staffed by 
ESAC personnel. 
 
The exact UK role in CU9 will be agreed with DPAC partners in the development of 
the response to the forthcoming CU9 AO, but will be based on the following 
priorities: (is everyone happy these should be the priorities from the list above?) 
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• Documentation: existing GDFS roles in CU5 and CU6 imply commitments to 
the provision of documentation describing the photometric and spectroscopic 
data in the Catalogue. This activity is described in Sections 7.6 and 7.7 below. 

•  Science Alerts: for present purposes this work is considered as part of the 
CU5/DPCI programme, and is described in Section 5.6. 

• Interrogator and Advanced Applications:  this will build on experience 
developing and delivering similar functionality for existing sky survey 
archives with a very similar user community to the Gaia Catalogue, as well as 
in designing and deploying the VO standards and services that these tools will 
employ. This activity is outlined in Sections 7.4 and 7.5 below. 

 
Our goal is to secure UK leadership of those aspects of CU9 that affect most directly 
the ability of the UK community to exploit the Gaia catalogue, but this must be 
tensioned against the importance of not distracting effort from the core processing 
activities of CU5 and CU6. So, as discussed below, the CU9 activities should be 
undertaken by separate staff, working closely with the core processing teams, rather 
than by assigning fractions of those staff to CU9 work.   

7.4 CU9 Requirements and Design (WP6.1) 
(Further examples from other institutions to be added to this section, please) 
The UK should play a leading role both in capturing the requirements for CU9, to 
ensure that the scientific needs of our researchers are prioritised, and in designing 
critical CU9 subsystems, as we possess the technical expertise in supporting survey 
science. The GDFS teams between them have a wealth of experience in interacting 
with the researchers who will form the user community for the Gaia Catalogue and 
Archive2. For example, the Galactic components of the UKIDSS and VISTA public 
surveys are addressing many of the same science goals as Gaia, and the WFCAM and 
VISTA Science Archives (WSA, VSA) deployed in Edinburgh prototype a number of 
the analysis tools that will be have to be delivered by CU9.  
 

 

 
                                                 
2 The WFCAM Science Archive has 910 ESO astronomers registered, the majority of whom are non-
UK.  
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Figure 7.1 shows the light-curve of an eclipsing binary star discovered in UKIDSS 
calibration data: the database schema for the WSA/VSA prototypes provision of data 
structures facilitating the identification of variables from multi-epoch photometry, and 
many future users of the Gaia catalogue will learn how to conduct variability analyses 
on sky survey databases through use of the WSA and VSA, providing vital 
community input into the CU9 design work.   
 
We also have valuable experience to contribute to the design of an archive system 
capable of supporting advanced applications effectively. The data releases datasets 
are, conceptually, read-only subsets extracted from MDB, so there is no need for them 
to the archive database to provide much of the functionality required for MDB. The 
CU9 database could, therefore, be implemented in a different database management 
system from MDB, one that can be optimised for analysis queries. One possibility 
would be a column-oriented database, such as the MonetDB3 system developed at 
CWI in the Netherlands. The CWI team have shown that a column-oriented 
architecture is well suited to the analysis of sky survey datasets through developing a 
high-performance implementation of the main tables from the Sloan Digital Sky 
Survey database in MonetDB, and their system is about to undergo a challenging 
scalability test through use in LOFAR, which should verify its suitability for use in a 
production system. The Edinburgh team are currently collaborating with MonetDB to 
prototype its use as a data storage engine to drive visual exploration of large sky 
survey datasets, a capability envisaged for the Gaia archive in the CU9 SRS. An 
initial deployment of this functionality against the WSA or VSA will provide the 
community with a testbed for assessing its detailed requirements, so this prototype 
can be developed into a production system for Gaia through CU9.  
 
The GDFS collaboration also contains almost all of the experience within DPAC of 
developing and deploying VO services; Cambridge, Edinburgh, Leicester and MSSL 
were the leading partners in AstroGrid, and few other DPAC institutions have hands-
on experience in these key technologies for CU9. This experience includes 
collaboration with the ESA-VO team based at ESAC who will contribute to CU9: for 
example, VO access to the WFCAM images is provided by an installation of the 
ESA-VO DALToolkit software running in Edinburgh, so, again, experience with 
supporting sky survey science on existing databases can provide valuable input into 
CU9 design. 
 

7.5 CU9 Development (WP6.2) 
The balance between design and development effort in CU9 during the three-year 
period of the grant funding being sought here will be determined by the date of the 
early all-sky Gaia catalogue, and the first intermediate data release, which have still to 
be set by the GST and ESA. It is clear, however, that the available resources will be 
modest, given the challenges DPAC faces in other areas of the ground segment, so it 
is important that CU9 development maximises the re-use of lessons learnt in other 
contexts. As described in Section 7.4, the GDFS team will bring to CU9 a number of 
designs for, and prototype implementations of, portions of the CU9 functionality that 
will have been tested through use by the Gaia community on other archives. Further 

                                                 
3 http://monetdb.cwi.nl/ 
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relevant VO expertise will come from forthcoming Euro-VO work involving the 
former AstroGrid partners in GDFS. 
 
(More to add here) 
 

7.6 Data release documentation and support from CU5 
(WP6.3) 
The unavoidable minimum set of tasks imposed on the data processing units is to 
document what has been done to the data, and how to interpret random and systematic 
errors, and completeness. All the published photometry and spectrophotometry will 
have been processed and calibrated in the UK, through CU5. The first and 
intermediate data releases will involve mean broadband photometry for all detected 
sources, with information on noise levels, and how those noise levels can be 
interpreted. The actual processed data will be accessed through the main data base 
(MDB) at ESA/ESAC, but the detailed description of what has been done, and what 
are the limits of the data, require insight into what data processing has involved. This 
insight can only be provided directly by the people working in CU5, or by additional 
expert astronomer CU9 members closely liaising with CU5 activities and algorithm 
developers. Either case implies a resource cost to CU5. If the first of these options is 
used, i.e. CU5 staff contribute directly to the efforts required for an intermediate 
release, then extra effort must be allocated to avoid under-resourcing the on-going 
data processing. If the second of the options is used, i.e. two or three CU9 members 
working in close liaison with CU5 staff, then available manpower in both CU5 and in 
CU9 for intermediate catalogue releases needs be defined. For definiteness here we 
assume the requisite effort is provided by a small resource allocated to CU9 WP6.3. 
In practise, it will involve the expertise of all staff involved in CU5 in some way. 
 
For the final release, in 2022, the situation can be somewhat different, as CU5/DPCI 
will have completed its data processing prior to the final astrometric iteration through 
the data. However, there will be much newly published data to document, such as 
epoch photometry for the broadband and dispersion spectra. 
 

7.7 Data release documentation and support from CU6 
(WP6.4) 
The unavoidable minimum set of tasks imposed on the data processing units is to 
document what has been done to the data, and how to interpret random and systematic 
errors, and completeness. Spectroscopic data results, delivered through CU6, in the 
intermediate releases will include radial velocities (RV) and projected rotational 
velocities (v sin i) together with spectra summed over all observations for all RVS-
detected sources. These primary data products will be supplemented with information 
on how the measurements were combined. For brighter RVS sources, their epoch RV 
measurements can be combined directly: if the time series of RV measurements for a 
source indicates variability (multiple star system or radially pulsating single star) and 
a period model can be fitted, the RV provided for that source will be systemic and 
model parameters will be provided. Otherwise the average RV is provided with 
variability diagnostics; if the time series of RV measurements for a source indicates 
constancy within the measurement uncertainties, the RV provided for that source will 
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be a type of average. For fainter RVS sources, combining their cross-correlation 
functions will achieve better RV accuracy than combining their epoch RV values. The 
actual data will be available for publication through the ESA/ESAC main data base 
(MDB). However, if the CU9 DB structure is different to the MDB/CDB (due to the 
different users and aims) then CU6 will need to support CU9 in finding the 
appropriate data format, storage structure, query tools, check their proper ingestion in 
the CU9 DB and document how the RVS calibrations were derived. This insight can 
only be provided by CU6, or by CU9 members closely liaised with CU6. Both of 
these options require appropriate CU6 manpower, preferably by the same people that 
developed the CU6 pipeline. We request that minimum effort through WP6.4. 
 
 
For the final release in 2021/2022 the situation can be somewhat different, as CU6 
will have completed local data processing prior to the final astrometric iteration. At 
that point there is also a substantial volume of data to be published that had not been 
published before in any of the intermediate releases, such as epoch RV, v sin i and 
spectra and the associated RVS calibrations. At that time, CU6 must contribute to the 
documentation for the final release and again this requires appropriate CU6 
manpower, preferably by the same people that developed the CU6 pipeline. 


